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and fMRI textbooks, which cover all of this information in further detail than I have presented
here. The primary sources used were:
1. Huettel, S.A., Song, A.W. & McCarthy, G. Functional Magnetic Resonance Imaging,
Second Edition. Sinauer Associates, Inc.; Sunderland, MA, USA (2009).
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Press (Elsevier); London, UK (2006).

1.1 History of Magnetic Resonance Imaging
Although the first magnetic resonance (MR) image was not reported until the spring of 1973
(Lauterbur, 1973), the underlying principles of MRI can actually be traced back to the early
1920s and the theoretical work of a young physicist, then only in his 20’s, named Wolfgang
Pauli. Based on experimental evidence and his interest in the emerging field of quantum
mechanics, Pauli proposed that fermions (subatomic particles such as electrons, protons, and
therefore atomic nuclei) must have at least two properties: “spin” and “magnetic moment”, that
are quantized (i.e., can only take on discrete values). A common analogy to describe this nuclear
phenomenon is that of a spinning top that can revolve only at certain frequencies and exert only
certain forces. This phenomenon was proven in 1922 in the famous Stern-Gerlach experiment,
where atoms of an irradiated gas where propelled through a small opening, and then through an
orthogonal static (constant) magnetic field toward a detector plate. The fact that the initial
particle stream split into two discrete beams proved that:
1. the particles did indeed have an electromagnetic charge and intrinsic angular
momentum (otherwise they would have gone straight), and
2. that this momentum was quantized (otherwise the beam would have fanned out
across a continuous range of values, rather than splitting into discrete beam lines).
These experiments and the resulting electromagnetic and quantum mechanical theories would
subsequently form the basis of modern chemistry and physics; and as a result, both Otto Stern
(for discovering the magnetic moment of the proton) and Wolfgang Pauli (for his contributions
to quantum mechanical theory) would go on win the Nobel Prize in Physics in 1943 and 1945,
respectively (see Table 1.1).

YEAR

CATEGORY

INDIVIDUAL(S)

NOBEL CITATION

1943

Physics

Otto Stern (USA)

"for his contribution to the development of the
molecular ray method and his discovery of
the magnetic moment of the proton"

1944

Physics

Isidor Rabi (USA)

"for his resonance method for recording the
magnetic properties of atomic nuclei"

1945

Physics

Wolfgang Pauli (Austria)

"for the discovery of the Exclusion Principle,
also called the Pauli Principle"

1952

Physics

Felix Bloch (USA)
Edward Purcell (USA)

"for their development of new methods for
nuclear magnetic precision measurements
and discoveries in connection therewith"

1991

Chemistry

Richard Ernst (Switzerland)

"for his contributions to the development of
the methodology of high resolution nuclear
magnetic resonance (NMR) spectroscopy"

2002

Chemistry

Kurt Wüthrich (Switzerland)

"for his development of nuclear magnetic
resonance spectroscopy for determining the
three-dimensional structure of biological
macromolecules in solution"

2003

Physics

Alexei Abrikosov (USA/Russia)
Vitaly Ginzburg (Russia)
Anthony Leggett (UK/USA)

"for pioneering contributions to the theory of
superconductors and superfluids"

2003

Physiology or
Medicine

Paul Lauterbur (USA)
Peter Mansfield (UK)

"for their discoveries concerning magnetic
resonance imaging"

Table 1.1: List of Nobel Prizes associated with magnetic resonance methods or hardware. Each of these
advancements would ultimately play a significant role in the development of magnetic resonance imaging.

Given the extraordinary excitement surrounding nuclear magnetism at that time (c.a. 1927),
following the completion of his PhD at Columbia University, a young physicist named Isidor
Rabi accepted a two-year fellowship in Europe to work with Otto Stern and Wolfgang Pauli,
among others (including the notable physicists Niels Bohr and Werner Heisenberg). Therefore,
upon his return to New York in 1930, Rabi was well-equipped to begin a series of experiments
that would determine the spin quantum numbers of various elements. It was during these

experiments that Rabi had the idea of modifying the original Stern-Gerlach experiment to
incorporate oscillating magnetic fields instead of using a static magnetic field. His postulate,
which was later experimentally confirmed, was that an atomic nucleus with a spin frequency x
would absorb energy from an oscillating magnetic field at the same frequency (i.e., the “resonant
frequency”). It is worth noting, however, that for practical purposes (limitations with equipment,
etc.), the original experiments tackled this problem in somewhat of a backward way, generating
the “magnetic resonance” effect using a fixed-frequency oscillating magnetic field, while varying
the external magnetic field strength.

Overall, these experiments established the magnetic

resonance effect, confirmed that the resonant frequency is dependent on external magnetic field
strength, and provided a means for measuring quantum spin for a number of elements. For his
resonance method and for recording the magnetic properties of atomic nuclei, Isidor Rabi was
awarded the 1944 Nobel Prize in Physics (Table 1.1), placing him between his European
colleagues Otto Stern and Wolfgang Pauli.
Solid and liquid state nuclear magnetic resonance (NMR), the scientific predecessor of MRI,
began sometime shortly after the Second World War. It was around this time (c.a. 1945) that
fundamental research in the natural sciences, which had more-or-less stopped during the
wartime, began to resume. What is more, chemists and physicists alike, many of whom had been
sequestered during the war to work on telecommunications, radar technology, and nuclear
applications (such as the atomic bomb), now had unprecedented access to state-of-the-art
electronics and electromagnetic equipment. Therefore, like many other scientific disciplines
such as aviation and medicine, the stage was set for rapid post-war advances in chemistry, as
well as theoretical and applied physics.

So it was that in 1945, two theoretical physicists, Felix Bloch (then at Stanford) and Edward
Purcell (then at MIT) began independent experiments to investigate the magnetic properties of
bulk solids. In their experiment, Purcell et al. used a resonant cavity filled with paraffin to study
the absorption (i.e., nuclear energy transitions) induced by radio-frequency (RF) electromagnetic
fields (Purcell et al., 1946). In contrast to a similar, but unsuccessful experiment by Cornelius
Gorter in the 1930’s, Purcell’s experiment found magnetic resonance, and was submitted for
publication on Christmas Eve 1945.

Bloch et al. used a static magnetic field, B0, and radio-

frequency (RF) magnetic fields, B1, to produce what they called “nuclear induction”: a rotation
of the net magnetization vector (in a high-energy state) toward the transverse plane (Bloch, 1946;
Bloch et al., 1946). These experiments formed the basis for modern nuclear magnetic resonance
in solid and liquid states, and were the first experiments to suggest that magnetic resonance
might be possible in vivo.

For their development of new methods for nuclear magnetic

precession measurements and discoveries in connection therewith, Bloch and Purcell shared the
1952 Nobel Prize in Physics (Table 1.1).
Throughout the 1950’s and 1960’s nuclear magnetic resonance (NMR) spectroscopy gained
increasing popularity throughout organic, analytical, and physical chemistry.

Especially in

conjunction with other spectrometric information (for instance, from mass spectrometry and/or
ultraviolet/infrared spectrometry), proton and carbon (1H and

13

C) NMR spectra are powerful

tools to qualitatively and quantitatively identify unknown organic compounds, measure reaction
kinetics, and identify the purity/yield of chemical reactions. Until the mid-to-late 1960’s NMR
spectrometers, for the most part, used a fixed excitation frequency while varying the current (and
therefore the magnetic field) in the electromagnet to cover the entire range of the desired NMR
spectrum. However, this method (known as continuous-wave spectroscopy) was very time-

consuming and suffered from low signal-to-noise ratios (SNR). A revolution in NMR occurred
in the mid-1960’s when Richard Ernst (then a research chemist at Varian Inc.) developed the
idea of using very short (millisecond duration) RF pulses containing a certain “bandwidth” of
frequencies to excite the entire NMR spectrum simultaneously. This method (known as Fouriertransform spectroscopy) was a huge methodological development that reduced the acquisition
time and the requisite sample size, and increased the SNR by allowing signal averaging (from
sequential acquisitions) on a practical time-scale. For this work, Ernst was awarded the 1991
Nobel Prize in Chemistry (Table 1.1).
In 1971, Raymond Damadian published a landmark paper that used NMR to show a
difference in magnetic relaxation between different tissue types, as well as healthy and cancerous
tissues (Damadian, 1971). These relaxation differences between tissues are the basis for the
tissue contrast observed even in most modern MRI (namely T1-, T2-, and T2*-weighted images),
and the differences observed in cancerous tissue provided the first successful demonstration that
NMR could be used for medical diagnosis. Based on these results, Damadian filed immediately
to patent these relaxation differences as well as their potential medical applications and, in 1972,
started developing the concept/design of a whole-body magnetic resonance scanner.
In 1973 Paul Lauterbur, a chemistry professor at SUNY Stony Brook, developed an
experiment that used small magnetic field gradients, in combination with a strong static magnetic
field to spatially encode the magnetic resonance signal. This technique was based on the same
underlying theory as earlier work – i.e., that the resonant frequency depends on the local
magnetic field strength – dating back to Rabi’s experiments. By adding different magnetic field
gradients before measuring the MR signal, Lauterbur was able to determine the signal origin and
reconstruct, for the first time, 2-dimensional MR images (Fig. 1.1). Although this experiment

demonstrated MR spatial encoding and was the birth of magnetic resonance imaging, the
resulting manuscript was initially rejected by Nature on editorial grounds (i.e., lack of interest,
etc.).

Only after pleading with the editors and persuading them to reconsider their initial

assessment was the paper sent for review and eventually published. Although, his persistence
paid off (the manuscript was published and it is now regarded to be a classic Nature paper)
Lauterbur was later quoted as saying: “You could write the entire history of science in the last 50
years in terms of papers rejected by Science or Nature.”

(A)

(B)

Fig. 1.1: The very first MR image was produced using a series of different magnetic field gradients with
various amplitudes and orientations to encode spatial information. A) The MR signal was measured in
two water-filled test tubes while different gradients were applied. B) By combining data from his series of
measurements and using projection methods, Paul Lauterbur was able to reconstruct a 2D axial image of
the water signal intensities. *From Lauterbur, 1973.

As important as Lauterbur’s work was, the images acquired with his technique were
essentially a succession of 1D projections that were reconstructed into a 2D image, and given the
need for multiple separate acquisitions, the process was extremely time-consuming. Therefore,
in 1976, a British physicist named Peter Mansfield (University of Nottingham) proposed a new

and quite revolutionary acquisition method that was able to reconstruct an entire 2D image from
a single RF excitation. This was accomplished by exciting the entire sample (or a 1D slab
thereof) with a standard RF excitation pulse and then applying a series of orthogonal magnetic
field gradients while recording the MR signal. Because this encodes the MR signal in the plane
of the orthogonal gradients, and because each line of the resulting data matrix forms a signal
“echo” that was maximal at the center (i.e., zero magnetic field gradient), this technique is now
known as “echo planar imaging” (EPI). In this way, spatially encoded MR data can be collected
in fractions of a second (as opposed to minutes), and the resulting image can be formed by
applying a relatively simple 2D Fourier transform. For their discoveries concerning spatial
encoding and image reconstruction in magnetic resonance imaging, Paul Lauterbur and Peter
Mansfield were awarded the 2003 Nobel Prize in Physiology or Medicine (Table 1.1).
Although Peter Mansfield’s group obtained the first human MRI (of the human finger),
the first whole-body human NMR scanner was built by Raymond Damadian’s FONAR (Field
fOcusing Nuclear mAgnetic Resonance) Corporation in 1977, producing the first MR images of
the human body (Fig. 1.2). Realizing the potential clinical importance, other companies soon
began producing commercially available MR systems, including a 0.15 T Philips system (1978),
and a 0.2 T Siemens (1979), all of which used resistive magnets. However, with the advent of
superconducting magnets only a few years later, magnetic field strengths (and therefore signal
strength) increased rapidly, with General Electric producing a 1.5 tesla system by late 1982,
allowing early studies of 1H imaging and in vivo spectroscopy.

Fig. 1.2: Left) Raymond Damadian and his
collegues at FONAR built the first whole-body
MRI system, which, despite its incredible size and
its moniker “Indomitable”, had a field strength of
only ~0.05 T. However, despite the low field
strength and poor field homogeneity, Indomitable
did produce the worlds first MR images of the
human body (the test subject was Larry Minkoff, a
post-doctoral fellow). Right) By collecting data
from 106 voxels, one voxel at a time (a four hour
scan), the image was crude, but clearly showed
the heart, lungs, and the walls of the chest cavity.
*Modified from Huettel et al., 2009.

1.2 MR Physics: from Protons to Pictures
It is important to note straight away that MRI is fundamentally different from other imaging
modalities (such as cameras or x-rays) because MR images are actually reconstructions of digital
signals, as opposed to pictures in the traditional (analog) sense. However, like any other imaging
method, MR signals do require two fundamental components to form the final image:
1. the ability to detect contrast in whatever property is being measured (in this case,
signal intensity differences between tissues, or in the same tissue over time), and
2. spatial encoding (i.e., the ability to establish the location of these signals, hopefully
with adequate spatial resolution).

The widespread appeal of MRI can no doubt be attributed to its ability to measure many
different properties and to vary the sensitivity, spatial resolution and temporal resolution as
needed. By varying different MRI parameters, it is possible to manipulate the type of tissue
properties that lead to image contrast, the sensitivity to these properties, as well as how precisely
in space and how frequently in time these measurements can be taken. The underlying principles
of MR images will be discussed below in greater detail.
1.2.1 The MR Signal
1.2.1.1 Spinning Charges and Magnetic Moments
In general, the MR signal depends on a relatively small number of basic physical concepts.
Perhaps the most fundamental of these is that certain atomic nuclei (nuclear spins) can be used to
generate electromagnetic signals. In principle, an MR signal can be measured for any atomic
nucleus which has both a magnetic moment and angular momentum. A magnetic moment will
be present in any nucleus with electromagnetic polarity resulting from non-uniform charge
distribution (e.g., those with an odd number of positively charged protons).

The second

stipulation, that the nucleus possesses angular momentum, simply means that it must have
rotational kinetic energy. Therefore, put more simply, a MR signal can be measured (at least in
theory) for any group of spinning polarized charges, also called “spins”. However, because only
a small amount of signal can be detected from a single spin, there must be many (billions of)
similar spins so that measurements can be made on the entire “spin system”. In reality, this
imposes practical limitations on what types of spins can be measured, particularly in vivo,
because of issues concerning natural abundance, etc. Given that soft tissues within the human
body and other biological systems are primarily composed of water, lipids, and proteins – all of
which contain substantial amounts of hydrogen (1H) – the spin system can most often be thought

of as 1H nuclei. Furthermore, because each 1H nucleus is composed of only a single proton,
these have large magnetic moments and yield more MR signal compared to other nuclei.
Therefore, due to favorable physical properties and high natural abundance, 1H MR accounts for
the vast majority of contemporary MRI. Other nuclei that are sometimes measured under special
circumstances include carbon (13C), fluorine (19F), sodium (23Na), and phosphorus (31P), but in
MRI, these types of applications are extremely rare. †
Each proton in the system spins about its own axis, and in
the absence of an external magnetic field, will have a random
orientation. However, when the spins are placed in an external
magnetic field, a torque is applied, causing each one to precess
(i.e., wobble) around another axis like a spinning top (Fig. 1.3).
The application of an external magnetic field and the resulting
precession therefore causes a time-varying magnetic field. In
addition, the spins align so that the magnetic moments are
either parallel (lowest energy state) or anti-parallel (slightly
higher energy state) compared to the external magnetic field
(Fig. 1.4). With increasing magnetic field strength, a higher
proportion of spins will take the lowest energy state, producing
a correspondingly larger net magnetization parallel to the
external field (called “longitudinal magnetization”). It may be

Fig. 1.3: Charged particles in an
external magnetic field spin (red
arrow) about their own axis
(black arrow), and precess (white
arrows) around a different axis
(dotted line) that is either parallel
or anti-parallel to the external
magnetic field. *Modified from
Stroman (in press).	
  

worth noting here that increased longitudinal magnetization (and therefore more potential MR
signal to begin with) at least partially explains the overall trend toward higher-field MR systems.
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Therefore, for the remainder of this thesis, MRI will be used to mean 1H MRI, unless explicitly
noted.	
  

Fig. 1.4: High- and low-energy spin
states in an external magnetic field.
Because
the
energy
difference
between the parallel (orange) and antiparallel states increases linearly with
magnetic field strength, a higher
proportion of spins will assume the
low-energy (parallel) state in stronger
magnetic fields. Thus, the alignment
of the individual magnetic moments
creates a net effect in favor of the
parallel spins, producing “longitudinal
magnetization” in the direction of the
strong external magnetic field. *From
Huettel et al., 2009.

1.2.1.2 RF Excitation and Transverse Magnetization
In addition to creating more longitudinal magnetization, higher magnetic fields also cause
the spins to precess faster, such that:
ω = γB

(called the Larmor Equation)

where ω is the Larmor frequency (which is also the precession/resonant frequency), γ is the
gyromagnetic ratio (a fundamental property of each type of nucleus; 42.58 MHz/T for 1H), and B
is the external magnetic field strength.
However, because of the magnetic resonance effect (i.e., the fact that spins can absorb
energy from oscillating magnetic fields), spins in the low-energy (parallel) state can be forced
into the higher energy (antiparallel) state by adding energy to the system. This energy is
“quantized” (i.e., limited to discrete values) and is equal to the energy difference between the
two states. Much like pushing a child on a swing (which has a natural oscillation frequency), the
energy delivered to the spin system must occur at the resonant frequency in order to provide

more energy to the system. Therefore, the requisite frequency to elicit this spin transition (called
“excitation”) will be governed by the Larmor Equation, and will depend on the type of nuclei
being studied (different γ) and magnetic field strength (B). In particular, the dependence on
magnetic field strength is extremely important to understand, because it is the fundamental
concept on which imaging itself is based. This will come up again in the section on spatially
encoding the MR signal.
For typical magnetic field strengths and gyromagnetic ratios, the resonant frequencies are in
the radio-frequency (RF) range.

The process of transferring energy to the spin system is

therefore achieved by applying a second magnetic field that rotates orthogonal to the external
magnetic field at the resonant frequency, so that the net magnetization precesses around the sum
of the two. If this so-called RF excitation is applied continuously over time, the phases of the
individual spins will align and an increasing number of spins will absorb energy, converting
from the lower- to the higher-energy state. Therefore, RF excitation can be applied until there
are, for example an equal number of spins in each energy state (i.e., no net longitudinal
magnetization).

In this scenario, the original longitudinal magnetization vector (and the

associated energy) has been completely converted into a transverse (orthogonal) magnetization
vector; this is known as a 90° RF excitation pulse. Intuitively, if the RF pulse is twice as long
(called a 180° RF excitation pulse), twice as many low-energy spins will jump to the higherenergy state. In this case, the longitudinal magnetization vector is actually reversed compared to
its initial equilibrium state.

Therefore, because there is a predictable relationship between

electromagnetic energy deposition and the energy transitions of the spin system, RF excitation
pulses can be applied to elicit any flip angle between 0 and 180 degrees. Then, once the RF
pulses are turned off, spin excitation stops and the system starts returning to thermal equilibrium.

1.2.1.3 Measuring the MR Signal
While RF excitation is applied through “transmitter coils”, MR signals are often measured
using special “receiver coils”. A key concept in MR signal detection, however, is that only the
transverse (time-varying rotational) component of the magnetization vector is measured.
Because the net transverse magnetization, M(t), precesses at the resonant (Larmor)
frequency, ω, after the RF pulse, this causes the magnetic flux density to change over time in the
receiver coils (dΦ/dt; Fig. 1.5). For any given receiver coil, the size of the induced electromotive
force will be proportional to both M(t) and ω. However, while both of these parameters increase
linearly with magnetic field strength, B (i.e., while the amount of MR signal actually increases as
a function of B2) noise also increases approximately linearly in biological MR. Therefore, the
overall signal-to-noise ratio (SNR) only increases approximately linearly with B in MRI.
(A)

(B)

Fig. 1.5: MR signal detection. A) At equilibrium there is no magnetization in the transverse plane, and
therefore no current is induced in the receiver coil. B) When there is a component of net transverse
magnetization, its rotation causes an electromotive force in the receiver coil. *From Huettel et al., 2009.

It is important to note that the MR signal following a single RF pulse does not last for very
long (typically only a few seconds). In general, the decay of the MR signal is referred to as
“relaxation” and because different tissues have different relaxation properties, these can be

exploited to yield image contrast (i.e., signal intensity differences between tissues), and as will
be discussed later, functional contrast (i.e., signal intensity differences in the same tissues, but
over time).
1.2.1.4 Magnetic Relaxation: T1-, T2-, and T2*-Weighted Signals
Immediately following RF excitation, the entire spin system is in a relatively high-energy
state, with more of the higher-energy spins than were present at baseline. In order to restore
thermal equilibrium, all of the additional high-energy spins must revert back to the low-energy
state (i.e., they must release the same amount of energy as it took to become excited in the first
place), ultimately decreasing the transverse magnetization and restoring the longitudinal
magnetization. The recovery of longitudinal magnetization is called T1 relaxation (Fig. 1.6A).
Because the electromagnetic energy is converted into thermal energy (via spin interactions that
are mediated by random motion), most of it is ultimately dissipated as heat in the surrounding
tissue lattice. For this reason, T1 relaxation is sometimes referred to as spin-lattice relaxation.
(A)

(B)

Fig. 1.6: Two fundamental types of MR relaxation. A) In the case of T1 relaxation, the transverse
magnetization is decreased as the spin system returns to thermal equilibrium and longitudinal
magnetization is recovered. B) For T2 and T2* relaxation, net magnetization in the transverse plane is
reduced because of spin dephasing. Even if the spin system has a component of transverse
magnetization, the MR signal will be reduced as individual spins become increasingly out of phase with
each other. *From Huettel et al., 2009.

In addition to the recovery of longitudinal magnetization (T1 relaxation), as discussed above,
the net transverse magnetization also decays as individual spins become out of phase with each
other. Recall that after the RF pulse, all of the spins precess around the main field with the same
frequency and phase. However, because each spin has a small magnetic moment and individual
spins within the system interact with one another, these interactions cause some to precess
slightly faster and some to precess slightly slower than the others. The net effect of these spinspin interactions is that over time, they begin to precess out of phase (albeit at very close to the
same frequency), which cancels out the net transverse magnetization. Because it is mediated by
random thermal motion, this type of dephasing, called T2 relaxation, is not reversible (Fig. 1.6B).
Since the precession frequency of each spin is determined by the local magnetic field
strength, spin dephasing (and therefore a loss of transverse magnetization) can also occur from
spatially dependant magnetic field inhomogeneities. Overall, the combined effects of spin-spin
interactions and these field inhomogeneities, collectively referred to as T2* relaxation, produce a
greater and more rapid loss of phase coherence than T2 relaxation alone. Although these T2*weighted signals are not commonly measured for anatomical imaging, they are widely used in
functional magnetic resonance imaging (fMRI) because of their excellent sensitivity to blood
oxygen level-dependent (BOLD) signal changes that will be discussed in subsequent sections. It
is also worth noting that, while the spin-spin component of relaxation is non-reversible, any
dephasing caused by spatially dependent magnetic field homogeneities can be largely overcome
by using spin-echo rather than gradient-echo imaging parameters (discussed below).
As already alluded to, different tissue types have unique relaxation properties that depend on
how fast longitudinal magnetization is regained through spin-lattice interactions and how fast
phase coherence is lost through spin-spin interactions and field inhomogeneities.

These

magnetization changes can therefore be plotted over time to create T1, T2, and T2* relaxation
curves (Fig. 1.7). For now, we will ignore T2* relaxation since the images and relaxation curves
both look fairly similar to T2 relaxation – except that in practice, T2* signals will always decay
more quickly than T2 signals.
(A)

(B)
ML(t) = ML(0) × [1 – (1 – cos α) e

-t/T1

]

MT(t) = MT(0) × e

-t/T2

(C)

Fig. 1.7: Examples of MR relaxation in a given tissue after a 90° RF pulse. A) The T1 relaxation curve
showing the recovery of longitudinal magnetization, ML. B) The T2 relaxation curve showing how the loss
of phase coherence reduces the net transverse magnetization, MT. C) A schematic representation of MR
relaxation (note that in reality T1 >> T2 ≥ T2*, and that the recovery curves will be different for different
tissues).

Because these curves and the relaxation time constants are different for each type of tissue
(Table 1.2), measuring the MR signal during the relaxation period – i.e., after the RF pulse, but
before all of the signal is gone – provides image contrast because different amounts of signal will
be measured from each tissue. Moreover, by changing the imaging parameters, the images can

be “weighted” to reflect one type of relaxation more than another. In this case, the images are
said to be either T1-weighted, T2-weighted, or T2*-weighted.

Tissue Type
(frontal lobe)

T1 @ 1.5 T
(ms)

T1 @ 3 T
(ms)

T2 @ 1.5 T
(ms)

T2 @ 3 T
(ms)

Gray Matter

1048

1209

99

88

White Matter

556

699

79

69

CSF

4300

4300

1442

1442

Table 1.2: Approximate T1 and T2 relaxation times for different neural tissues at 1.5 T and 3 T. *Values
summarized from Stroman (in press).

One very important parameter in MRI, which affects the longitudinal relaxation (ML), is the
amount of time between consecutive RF excitations of a tissue (called the “repetition time”, TR).
If, for example, ML is allowed to fully recover (i.e., TR >> T1), then all of the magnetization will
be tipped into the transverse plane on the next RF pulse, yielding the maximum possible MR
signal. However, if ML is still recovering when the next RF pulse occurs, only the recovered
component of ML will be tipped, thereby attenuating the amount of transverse magnetization. In
this case, the signal will be reduced, and is said to be T1-weighted.
Another very important parameter in MRI, which affects the amount of net transverse
magnetization (MT), is the amount of time between the RF pulse and the middle of the MR signal
measurement, which is called the “echo time” (TE). If the signal is measured quickly and the
spins have little or no time to dephase (i.e., TE << T2), then MT will be coherent (i.e., maximal).
However, if MT is out of phase when the signal is measured, the signal will be attenuated, and
said to be T2-weighted or T2*-weighted, depending on whether or not local field inhomogeneities
are accounted for (i.e., by using spin-echo or gradient-echo pulse sequences, as discussed later).
Since the MR signal intensity is inherently dependent on the concentration of spins in the
sample, there is also a fourth type of contrast (called “proton density-”, or “PD-weighting”) that

results from acquiring images quickly after each widely spaced RF pulse. By allowing ML to
fully recover, while not allowing very much MT decay, these images indicate the relative water
concentration in each type of tissue. For this reason, PD-weighting also provides high overall
SNR, because there is no signal attenuation from either T1- or T2-weighting. Fig. 1.8 shows T1-,
T2- and PD-weighted images and the resulting tissue contrast between gray matter, white matter
and cerebrospinal fluid (CSF).

Fig. 1.8: Axial brain images showing different tissue contrast. A) T1-weighted images show the highest
signal intensity in white matter, intermediate signal intensity in gray matter, and low signal intensity in
CSF. B) T2-weighted images show high signal intensity in CSF, intermediate signal intensity in gray
matter, and lower signal in white matter. C) Proton density-weighted images show the highest signal
intensity in gray matter, intermediate signal intensity in white matter, and low signal intensity in CSF.

1.2.2 Localizing the Signal: Spatial Encoding with Magnetic Field Gradients
So far, we have covered how MR signal intensity is measured and how this can, at least in
theory, lead to image contrast; but we have not yet discussed how measured signals are spatially
localized or how images are formed. Like the signal measurements themselves, these steps are
based on only a small number of basic concepts, which will be discussed in the following
sections. It is worth mentioning that in the early days of magnetic resonance, people went to

great lengths to eliminate spatial encoding in NMR spectroscopy, and to this day it is still a
common “best practice” to spin samples to eliminate any spatially-dependent field
inhomogeneities. However, the idea to actively add spatial encoding gradients is precisely the
revolution that led to magnetic resonance imaging as we know it.
The basic premise behind all modern MR spatial encoding is that, in addition to the static
magnetic field, other magnetic fields (called magnetic gradients) can be applied with different
strengths and in different directions to alter the local magnetic field at any point in a predictable
and spatially-dependent manner. Therefore, by applying these magnetic gradients to change the
proton resonant frequencies with respect to the gradient strength and direction (as governed by
the Larmour equation), the frequency and phase of the MR signal (which also has magnitude)
encodes all of the spatial information necessary to determine its three-dimensional origin.
Although it is elegant in its simplicity, a good indication of how important and truly
revolutionary this concept is can be gleaned from the results of the 2003 Nobel Prize in
Physiology or Medicine. Based on the Nobel committee’s recommendation, the award was
ultimately shared by Paul Lauterbur and Peter Mansfield (who invented and refined spatial
encoding methods) but, although the rules would have allowed the award to be shared by a third
recipient, not Raymond Damadian (who reported the first signal intensity differences between
tissues, was the first to suggest in vivo and medical applications of NMR, and indeed designed
the first MRI scanner). Even though this decision was, and still is, enormously controversial
(Dreizen, 2004), and it is not necessarily clear that the discovery of spatial encoding was more
important than the discovery of tissue contrast, the Nobel committee’s conclusion does convey
the enormous significance of the “imaging” aspect of MRI.

Besides the static magnetic field, additional “gradient coils” can be used to induce magnetic
fields that change linearly with spatial location (units of T/m). These can be applied in any
direction (x, y, or z) to modulate the local magnetic field, and therefore the resonant frequency of
spins, along that direction. Since the Larmor frequency, ω, at a particular point depends on the
total magnetic field strength, it is now related to the gyromagnetic ratio (γ), static magnetic field
(B0), gradient strength (Gx), and the distance along the gradient direction (X), such that:
The Larmor Equation and Spatial Encoding:
ω = γB
ω0 = γB0
ω(X) = γ(B0 + GxX)
ω(X) = ω0 + γGxX
The amount of signal originating from each position, S(X), can then be determined by simply
measuring the total signal, S, including the spatially encoded Larmor frequency, and doing a
Fourier Transform as follows:
The MR Signal and Spatial Encoding:
S = S0 e-itω
S(X) = S0 e-itγ(B0 + GxX)
S(X) = S0 e-itγB0 – itγGxX
S(X) = S0 e-itγB0 e -itγGxX
S(X) = S0(X) e -itγGxX
Now, going back to the total signal…
S = ∑! 𝑆! (𝑋)𝑒 !!!"!! !

*Equation for the spatial Fourier Transform of S0(X)

Thus, by keeping track of how much of the signal came from different resonant frequencies, it is
easy to calculate how much of the total signal came from each position.

Spatial information can be encoded in any oblique direction by using the same principles
and different gradient combinations. However, two- or three-dimensional spatial information
can clearly not be encoded by turning on all of the gradients simultaneously, so gradients in
different directions must be applied at different times. Thus, a RF pulse or series of RF pulses
can be applied with different gradient combinations (collectively known as a “pulse sequence”)
to encode all of the spatial information needed to reconstruct the whole MR image.
Although it is possible to acquire true three-dimensional image data, the vast majority of
MRIs encode three-dimensional information in two separate steps: a one-dimensional slice
selection followed by two-dimensional (in-plane) spatial encoding. By positioning adjacent
image slices together, it is then possible to reconstruct the entire three-dimensional volume.
1.2.2.1 One-Dimensional Slice-Selection Gradients and Slice-Selective Excitation
The idea behind slice selection is that spins can only be excited with RF pulses oscillating at
the same frequency. Therefore, the dimensionality of the data can be immediately reduced to
two-dimensions by applying a magnetic gradient in one direction (called the slice-selection
gradient, Gs) and applying a RF pulse with a narrow bandwidth (Δω). Because this will spatially
encode the resonant (Larmor) frequencies of the spins along Gs, only a certain slab of tissues
(i.e., those precessing at frequencies matching Δω) will absorb the RF energy necessary to
produce transverse magnetization, and therefore MR signal. The slice prescription (position,
orientation and thickness) can be selected by using different combinations of Gs and Δω (Fig.
1.9). Finally, in order to restore magnetic field homogeneity after the RF pulse, Gs is reversed
until all of the spins within the slab will once again precess at the same frequency and phase.
This part of Gs is called the slice rewind gradient.

Fig. 1.9: One dimensional slice selection. A) Slice position, orientation and thickness can be selected
by B) changing the strength (slope) and orientation of the slice-select gradient, Gs, and applying an
excitation pulse with a known RF bandwidth, Δω.

1.2.2.2 Encoding the other Two-Dimensions with Frequency and Phase Encoding Gradients
With one-dimension already encoded during RF excitation, all that remains is to encode the
MR signal to produce a two-dimensional image. Once again, this is accomplished using two
more magnetic field gradients called the “frequency encoding gradient”, Gf, and the “phaseencoding gradient”, Gp, such that the three gradients (Gs, Gf, and Gp) are applied in orthogonal
planes with respect to each other.
After the slice-selective RF pulse, Gp (orthogonal to the slice direction) is turned on very
briefly, causing the spins at one side of the slice to momentarily precess faster than those at the
other. As soon as Gp is turned off, field homogeneity is re-established across the slice and all of
the excited spins return to the same precession frequency. However, because of this momentary
change in magnetic field across the slice, the spins are now out of phase with each other (i.e.,
they have been spatially phase-encoded) in the direction of Gp.

After the slice-selection and phase-encoding steps, the transverse magnetization can then be
measured. This is done while the third gradient, Gf, is turned on to make the precession
frequency spatially dependent along the third dimension (orthogonal to both Gs and Gp).
Therefore, by taking many measurements of the MR signal within each slice (i.e., across many
frequency and phase encoding steps), the resulting data matrix, called “k-space”, contains many
discretely sampled signals. By convention, each row of k-space (i.e., the kx direction) spans the
full range of Gf (-x to x), while each column of k-space (i.e., the ky direction) spans the full range
of Gp (-y to y) so that the central point of k-space has neither frequency nor phase encoding (i.e.,
Gf = 0 and Gp = 0).
1.2.2.3 Spin-Echoes and Gradient-Echoes
A significant benefit to MRI is that there are actually two fundamentally different kinds of
pulse sequences (each offering certain advantages) that can be used to acquire k-space: these are
called “spin-echoes”, SEs, or “gradient-echoes”, GEs, respectively. Their names stem from the
fact that the signal increases (“echoes”) every time the transverse magnetization is refocused (as
Gf and Gp approach zero and the measurements get closer to the middle of k-space in either
direction). The echo time (TE) for the image is therefore defined as the amount of time between
the RF excitation pulse and the largest signal echo, which always occurs at the central point in kspace. However, since each image would take longer to acquire if only one row (phase-encoding
step) were acquired per RF pulse, SE and GE methods have been developed to allow multiple
phase-encoding lines of k-space to be acquired from a single RF pulse. In fact, using these socalled “single shot” methods, it is now commonplace (at least in fMRI) to fill all of k-space with
only one RF excitation.
After the initial excitation pulse, SE methods use a series of 180° RF pulses to flip the
longitudinal magnetization and reverse the phase of each spin’s precession. Therefore, T1 and T2

relaxation will occur normally, but the dephasing effects of consistent magnetic field
inhomogeneities (i.e., T2* relaxation) will be cancelled out at the center of the echo. A pulse
diagram, showing the order of events in a typical SE sequence, as well as how this leads to kspace sampling is shown in Figs. 1.10A and 1.10B. Here, Gs and the 90° RF pulse are applied
simultaneously (1), followed by the slice rewind gradient, a positive frequency rewind gradient
that equals ½Gf, and the first increment of Gp (2). Then, a 180° RF pulse is applied (3), before
turning Gf on and recording the frequency-encoded signals at that phase (note that time-points 3
and 5 represent the extremes of k-space, while time-point 4 represents the echo-time, TE).
Ultimately, this leads to higher SNR and better image quality close to air-tissue and bone-tissue
interfaces, but can take longer to acquire and lead to high doses of electromagnetic radiation
being deposited in the tissues (due to the large number of RF pulses) compared to GE methods.
Unlike SE parameters, GE pulse sequences do not use 180° RF pulses. Instead, as their
name implies, they rely solely on magnetic field gradients to traverse k-space after the initial RF
excitation pulse. A pulse diagram, showing the order of events in a typical GE sequence, as well
as how this leads to k-space sampling is shown in Figs. 1.10C and 1.10D. Here, Gs and the 90°
RF pulse are applied simultaneously (1), followed by the slice rewind gradient, a frequency
rewind gradient that equals -½Gf, and the first increment of Gp (2). Then, Gf is turned on (and
left on) while recording the frequency-encoded signals at that level of phase encoding (note that
time-points 2 and 4 represent the extremes of k-space, while time-point 3 represents the echotime, TE). While the lack of 180° RF pulses allows spin dephasing from field inhomogeneities
to accumulate, causing T2*- instead of T2-weighting and poor image quality close to air-tissue
and bone-tissue interfaces, this also allows images to be acquired very quickly and with much
lower doses of RF energy deposition compared to SE sequences.

Traversing k-space requires combinations of
the Gf and Gp gradients that are each
applied for a cumulative amount of time (t),
such that: kx = γGft and ky = γGpt.

, ky
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, kx

, ky
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Fig. 1.10: Pulse diagrams for spin-echo (SE) and gradient-echo (GE) pulse sequences and the resulting
k-space trajectories. A) SE sequence with a 90° excitation pulse and 180° refocusing pulses. B) The kspace trajectory produced by the SE pulse diagram. C) GE sequence with a 90° excitation pulse. Note
that because there is no 180° refocusing pulse, the directions of the phase-encoding and frequencyrewind gradients are reversed compared to the SE sequence, despite the fact that D) the final k-space
trajectory produced by the GE sequence is the same. *ADC = analog-to-digital converter, which
represents when the transverse magnetization (i.e., MR signal) is being measured by the receiver coils
and converted into a digitized, numerical format.

To summarize, good T1-weighting can be achieved using either SE or GE sequences (while
TR ≤ T1 and TE ≈ 0). Both SE and GE sequences can also produce PD-weighting (while TR >>
T1 and TE ≈ 0). However, if TR >> T1 and TE >> 0, SE sequences will be T2-weighted, while
GE sequences will be T2*-weighted (i.e., dephasing from field inhomogeneities is not refocused).
1.2.2.4 Reconstructing an Image: Introduction to k-space
Because k-space contains all of the raw MR signals with different amounts of phase- and
frequency-encoding, there is just one more step needed to convert the data into spatially-encoded
images; this mathematical operation is called a two-dimensional Fourier transform (Fig. 1.11).
Also, because each point in k-space is actually a spatial frequency component of the whole
image, every point in k-space encodes information about the entire image. Data points close to
the center encode the lower spatial frequencies (i.e., gross anatomical features and image
contrast), while the outer points encode higher spatial frequencies (i.e., edges and fine details).
The central point in k-space, acquired at TE, encodes the global signal intensity of the entire
image. To demonstrate, Fig. 1.12 shows images reconstructed from different parts of k-space.

Phase Encoding

2D FT

Frequency Encoding
Fig. 1.11: Applying a two-dimensional Fourier transform (2D FT) to the k-space data converts the spatial
frequency- and phase-encoded signals into a 2D image.

Fig. 1.12: Image reconstruction based on different regions of k-space. A) A reverse 2D FT was done on
the image (right) to generate the k-space data (left). Since the central regions encode much more signal,
the inset shows a logarithmic intensity plot of the k-space data to show that there are data points all the
way to the extremities. B) Not surprisingly, doing a 2D FT on the full k-space dataset yields the original
image shown above in (A). C-E) By applying the FT to only the central portions of k-space, the image
contrast and intensity are preserved, but a loss of fine detail as the number of data points are reduced. F)
Transforming only the outer regions of k-space provides fine anatomical details, but at the expense of the
lower spatial frequency structures and overall signal-to-noise (SNR).

As can be seen in Fig. 1.12, reconstructing images from smaller portions of k-space does not
result in a smaller field-of-view (FOV). This is because there is an inverse relationship between
k-space and image space in terms of the sampling density (i.e., spatial resolution) and FOV.

That is, increasing the sampling density in k-space produces images with larger FOVs, whereas
increasing the sampling range of k-space leads to higher resolution images (and vice versa).
Finally, in addition to filling k-space line-by-line (left-to-right, top-to-bottom), data can be
acquired with different k-space trajectories (Fig. 1.13).

These are encoded using different

combinations of gradients than with the traditional spatial encoding as shown for SE or GE pulse
sequences (described above). Therefore, in order to fully describe a pulse sequence, it must be
designated as SE or GE, and the k-space trajectory must also be specified. For example, echoplanar imaging (EPI) has become one of the most popular ways to traverse k-space. The
serpentine pattern rewinds the frequency-encoding gradient while recording the next phaseencoding line, resulting in both high efficiency and speed. To differentiate them from traditional
k-space sampling methods, pulse sequences using the EPI method are called either SE-EPI or
GE-EPI, depending on whether RF pulses or magnetic field gradients are used to create the echo
at the center of k-space.

Fig. 1.13: Examples of various k-space trajectories (each of which can be done in combination with SE
or GE methods). A) The standard line-by-line sampling method acquires different frequencies across
each phase-encoding line from lower-to-higher frequencies. B) A partial k-space acquisition (e.g., half
Fourier acquisition single-shot turbo spin-echo, HASTE, pulse sequence) allows for faster image
acquisitions, but reduces the image SNR. C) The echo-planar imaging (EPI) readout scheme is very
popular because, by encoding frequency in the opposite direction for every second phase-encoding line,
it is very fast and efficient. D) The spiral out (and other complex k-space trajectories) can be achieved by
simultaneously applying the phase- and frequency-encoding gradients in different ways while the MR
signal is measured.
.

1.3 Imaging in the 4th Dimension
1.3.1 Introduction to Functional Magnetic Resonance Imaging (fMRI)
So far, the basic principles of magnetic resonance signals and image reconstruction have
been reviewed in some detail. However, until now, “contrast” has been discussed primarily in
terms of signal intensity changes across tissue types. While this kind of three-dimensional
anatomical imaging accounts for the majority of MRIs, there is also another kind of MRI that
measures signal intensity changes that occur within tissues over time (Fig. 1.14). Because this
type of four-dimensional (i.e., three spatial dimensions plus time) imaging can be used to
measure signal fluctuations related to metabolic and hemodynamic changes (i.e., physiological
functions), this type of MRI is called functional magnetic resonance imaging (fMRI).

Fig. 1.14: Anatomical versus functional magnetic resonance imaging (fMRI). Left) A typical T2-weighted
3
fast spin-echo image with excellent SNR and high resolution (~ 1 × 1 × 1 mm ). Whole brain imaging with
this type of pulse sequences could take several minutes, even with modern hardware. Right) A typical
fMRI time-series using a T2*-weighted GE-EPI pulse sequence sacrifices SNR and spatial resolution
3
(here ~ 3 × 3 × 3 mm ) to achieve much higher temporal resolution. Using these parameters, whole-brain
coverage can be achieved in as little as 2 seconds, thereby allowing many repeated measurements to be
acquired over the course of the fMRI task paradigm (typically several minutes).

Functional MRI also has some major advantages over other in vivo functional neuroimaging
methods [for review, see (Kimberley and Lewis, 2007)].

Compared to positron emission

tomography (PET), electroencephalography (EEG), or magnetoencephalography (MEG), fMRI
is the only one that allows function to be mapped non-invasively throughout the entire central
nervous system (CNS). PET, for example, requires the injection of radiolabeled tracers (to emit
positrons), while EEG and MEG are limited primarily to studying cortical activity (i.e., they have
poor sensitivity to subcortical structures, and are not suitable for studying the brainstem or spinal
cord non-invasively). Moreover, PET and MEG experiments are logistically and technically
complicated and the imaging systems and ancillary equipment are extremely expensive (and
much less common). As shown in Table 1.3, fMRI also has the highest achievable spatial
resolution of these methods, while maintaining adequate temporal resolution to investigate most
cognitive and sensory-motor tasks.

Method

Spatial Resolution
3
(mm )

fMRI

1

PET

4-5

MEG

5

EEG

8000

Temporal Resolution
(s)
1

§

60-120
0.001
†

0.001

‡

Table 1.3: Different spatiotemporal characteristics of functional neuroimaging modalities. All values are
taken from (Kimberley and Lewis, 2007) unless otherwise noted.
§
†
‡
= (Golay et al., 2000); = (Nunez et al., 1993); = (Dale and Halgren, 2001)

1.3.2 fMRI Contrast Mechanisms
Although fMRI signals are often ascribed to neuronal activity resulting from changing brain
states, it is important to remember that these macroscopic signals (that measure changes in
cerebrovascular blood flow and neurometabolism) are actually indirect measures of what might
be going on in a relatively large network of neurons – especially compared to

electrophysiological methods that can measure the electrochemical depolarizations of either
single neurons or small groups of neurons. However, because of the complexity and the length
of discussion required to adequately cover this topic, the physiological mechanisms underlying
different functional neuroimaging techniques will be discussed separately [please see Appendix
A]. Furthermore, because the majority of spinal fMRI studies, and all of the data in this thesis,
rely on one particular contrast mechanism, called “Signal Enhancement by Extravascular water
Protons” (SEEP), this type of fMRI contrast will be given special consideration [reviewed at
length in Appendix B (Figley et al., 2010)].
1.3.3 Statistical Parametric Mapping and the General Linear Model
After collecting a time-series of images, most fMRI data are subjected to rigorous data
analysis in order to generate some variant of a statistical parametric map (SPM): that is, a
probability map showing regions of temporally correlated signal changes which are related to the
task paradigm. In practice, this is most commonly achieved by performing a voxel-wise general
linear model (GLM) analysis to estimate the coefficients or “beta-values” (βx) of various model
parameters or “basis functions” (px) of the anticipated signal change, as well as the residual error
of the entire basis set (Fig. 1.15).
Mathematically, this takes the form of ΔS = β1p1 + β2p2 + β3p3 + … + βnpn + error, where
ΔS is the measured signal and βx are the maximum likelihood estimates of each corresponding
model parameter, px. In relation to Fig. 1.15, p1 is the model of the task paradigm and p2 and p3
are modeled confounds that are often included to account for linear trends (e.g., scanner drift)
and structured high-frequency noise (such as cardiac activity), respectively. Including these
confounds can reduce the error estimates considerably, but it is very important that they are

linearly independent (if not from each other, at least from p1) otherwise the GLM will not find a
unique solution for the parameter estimates, and may inadvertently reduce β1.

β1

	
  

=

β2

β3

E
Fig. 1.15: Graphical representation of a GLM containing a basis set with three basis functions. The
measured signal is shown on the left, while the GLM basis set is shown at right. The first function of the
basis set typically represents the time-course of the task paradigm (i.e., the main component of interest),
while additional functions can be used to improve the model and reduce the error term. In order for the
GLM to reach a unique solution for each beta value (βx), all of the model parameters must be orthogonal
to each other.

Once the beta-values and the error estimates have been determined for each voxel, the
probability (that the measured signal corresponds to the task paradigm) can be calculated by
comparing the modeled component of interest (i.e., the first basis function) to the residual error.

This is done by dividing the estimated response magnitude (β1) in each voxel by the estimated
standard error of the mean (SEM) to give a t-statistic. The SPM is then displayed by building a
t-map of the fMRI data and plotting the areas that exceed a certain (typically user-defined)
statistical threshold.
Based on this type of analysis, the sensitivity and specificity of fMRI results depend largely
on the quality of the modeled basis set. By including more accurate models of the signal
characteristics (i.e., the time-course of the components of interest and/or known confounds), the
response magnitudes can be increased while the residual error is reduced, yielding more sensitive
and trustworthy activity maps. This concept will be discussed further in Chapters 4 and 5.
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